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[TapannenbHble BEIYUCICHUS
Ha rpadHYECKUX Mpolieccopax

PaccmarpuBaercst OiMH 13 IIOIXOI0B COKPAIICHNST BPEMEHH BBIYHCIICHHH XOPOLIO pacrapalie/IMBaeMbIX aITOPUTMOB,
OCHOBAHHBI Ha COBMECTHOM HCIIOJIb30BaHUM KJIACCHUECKHMX M Tpadrdeckux rmporeccopoB. [IpoBoaurtcs aHamms
3¢ (EKTUBHOCTH TaKOH OpPraHU3ally BBHIYMCIECHUI W BBIACHSIOTCS «y3KHe» MecTa. Ha KOHKpETHBIX IpHuMepax
MOKa3bIBAIOTCS BO3MOXHOCTH TOJ00HOTO TaHAeMa U (OpMYJIHPYIOTCS TPeOOBaHMS K allTOPUTMaM JUIl HX
3((HEeKTUBHOTO HCITOTHCHHS.

BBenenune

IpakTuuecku molas coBpeMeHHas IaTgopMa UCIOIHEHUs IPOrpaMMHOro Koja, Oyipb
TO TTOJTHOIICHHAS OTIEpaIlMOHHAs CHCTEMa WA BUPTyasibHas MamiHa (Harpumep, JAVA marm-
Ha i NET framework), mopnepxuBaromiasi MybTH3a1auHOCTb, COACPKUT Ha0op API, mpen-
Ha3HA4YCHHBIN Ul YNPaBJICHUs MOTOKAMHU M CO3JaHUs NMapajUIeNbHBIX Nporpamm. Takum
00pa3oM, UMeeTCs] BO3MOKHOCTh OPraHU30BaTh MapasljiebHbIe BBIYMCICHHS IPAKTHUYECKH Ha
mo00M si3pIke 0T Assembler 10 CKpHNTOBBIX s3bIKOB THIa Perl. SIcHO, 4TO TpOEKTHMpPOBATH
napajuiesIbHble NIPOrpaMMbl HE BCErJla ONPaBJaHHOE PELIEHHE C TOYKH 3PEHUS] BPEMEHHBIX
3aTpaT U KayecTBa KOJa, TaK Kak Ha pa3paboTUHKa YaCTO JIOKUTCS MHOXKECTBO CIELMPHUIECKIX
PYTHHHBIX 33Ja4 IO CO3JaHUI0, YIPABJICHUIO, KOHTPOJIIO U 00ECIIEUEHHIO CUHXPOHU3AIMH TIO-
TOKOB BBITNIOJTHEHUS. Peub nyiet, 6e3ycioBHO, O peIICHUH BEIYUCIUTEIBHO TPYIHBIX 33724, TaK
KaK MPHUKIIaHbIE IPOrpaMMbl CO3at0TCs TNIaBHBIM 00pa3zoM, ncnoib3ys APl nminardopmsl.
Ha ceropnsmnuii 1eHb UMEIOTCSI OMOIMOTEKH U A3bIKU NApaJUIEIbHOTO IPOrpaMMHUPOBAHNS,
YTO YHPOIIAET MHOXECTBO MPOOIIEM, NMPEIOCTaBIISAS MOIb30BATEII0 MEXaHU3MBI JJIs1 OpraHy-
3aIy TapauiebHbIX BerauciaeHuil. Cpenu HuX MoxHO otMetuth MPI, PVM, s3biku Cisal,
NESL, ZPL, Java, a Takxe pacliipeHre BCEBO3MOXKHBIX SI3bIKOB ITPOrPaMMHUPOBAHHS.

B nocnennee Bpemst Hauany ynenste BHuManue koHnenuua GPGPU (General-purpose
graphics processing units) — TEXHOJIOTHH WCIONB30BaHUS TpaduIeckoro mporeccopa BUACO-
KapThl sl OOLIMX BBIYMCICHUN, KOTOPBIE OOBIYHO BBIMOJIHAET HEHTPAJIbHBIN IPOLIECCOP.

B cBsi3u ¢ 3THM OBLTa MOCTaBIIEHA CIIEAYIOMIAs 3aa4a — CCIEI0BATh BOZMOKHOCTH
UCTIOJIb30BAaHUS BHJICOKAPT JUIsl OOLIMX BBIYMCICHUN M OLICHUTH UX 3(p(PEeKTUBHOCTS.

Ilesab padoThbl — MOBBIIMIEHUE CKOPOCTH O0OPaOOTKH XOPOIIO pacrnapauieINBaeMbIX
anroputmoB Ha Tanaeme CPU + GPU u BbIsiCHEHHE «y3KHX» MECT B ATON TEXHOJIOTHUH.

['pacduyeckue mporeccopsl

YHuBepcallbHble yCTPONCTBA ¢ MHOTOS,AEPHBIMH IIPOLIECCOPAMU JJIsl TapaslIeIbHBIX
BEKTOPHBIX BBIYMCICHUH, MCIONB3yeMbIX B 3D-rpaduke, HOCTUraOT BBHICOKOH MHUKOBOM
IPOU3BOJUTENIBHOCTH, KOTOPOM HE MOTYT JOCTHUYb YHUBEPCAIBHBIE Iporeccoprl. KoHeuHo,
MaKCHMaJbHasi CKOPOCTh JJOCTUTAETCS Ha 3aJjauax OIpe/IeJICHHOT o Kiacca.
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Pucynok 1 — Cxema rpaduueckoro nporieccopa ATI Radeon X1800

[TpumMepoM Takoro MmapajuIeTbHOTO MPOIIeccopa MOXKET CiTyKuTh mporeccop Cell, pas-
paboTaHHbIN ambstHCOM Sony-Toshiba-IBM u nprmMensiemMblii B urpoBoi npuctaBke Sony Play-
Station 3, a Tak)ke COBpEMEHHBIE BUIICOKAPTHI OT JIMIEPOB phIHKA — KoMmaHui Nvidia u AMD.

Tak, Harpumep, mporiecc GpopMupoBaHus H300pakeHus B rpaduueckom mporeccope ATI
Radeon X1800 (puc. 1) BeimonHseTcs cnexyrommm odpasom. Baauane nannsle (Vertex Data)
00palaThIBalOTCS BOCEMbIO BEPIIMHHBIMH IPOIIECCOPAMHU ISl BEIYHUCICHUS T€OMETPHU TPEX-
MepHOro n300paxeHus. 3areM 050K cOOpkH (setup engine) OCYIIECTBISAET PacTPHU3ALUIO
TE€OMETPHH, TIOCIIE YeT0 HIIET MPOIIECC OpraHU3aIMi MHOTOMIOTOYHON 00padotku (6ok Ultra-
Threading Dispatch Processor), T.e. pacnapajuienvBanue ICHICPHOTO Kojla Ha MHOTHUE COTHU
NOTOKOB. Y, HAKOHEII, BBIIOIHSIOT CBOH (DYHKIMHU ITUKCEITBHBIE MPOLIECCOPHI.

Heo0xoauMocTh epexoia K mporeccopam
0O0IIEr0 HA3HAYECHUS

AHanm3 pa3MuHbIX TpadUuecKnX 3a/1ad MOKa3al, YTo CTPOroe 3aKperuieHHe (yHKIMH
3a BEPIIMHHBIMHU W TIMKCEIBHBIMU TIpoOIieccopamMul He AP deKTuBHO. J{eHCTBUTEIILHO, €CIN TpeX-
MEpHBIE MOJICITA HMEIOT HACBIIICHHYIO TEOMETPHIO, TO B OCHOBHOM HCIIOJIB3YIOTCS BEPIIIUHHBIC
TIPOLIECCOPBI, a €CJIM MOJICIIb HACBIIIEHA MUKCEIbHBIME 3((eKTamMu, To OCHOBHAs paboTa OT-
BOJIUTCSI TIMKCENIBHBIM TIPOIIeCCOpaM. JTO, B OCHOBHOM, M MOCIYXXWIO apryMEHTaIuei s
kommannu Nvidia 1 mepexosa Ha mpolieccopsl o0miero HazHaueHust. [locnennue crocoOHbI
BBITIOJIHATD HE TOJBKO (DYHKIIMM BEPLIMHHBIX U MUKCEIBHBIX MPOLECCOPOB, HO U BBIMOJIHATD
pa3IYHbIe pacyeTHBIE PaOOTHI OOIIETO HA3HAYCHHS.

Anami3 meiinepHeIx nporpamm, npuMensieMbix Nvidia u ATI, mokaszan HeadhekTHBHOCTD
UCIIOJI30BAHUS BBIYMCIIUTEIBHBIX PECYPCOB MPU BEKTOPHON apXHUTEKTYpE WCIIOTHUTEIBHBIX
OJI0KOB. DTO MPHBENIO K MOHUMAHHUIO HEOOXOIUMOCTH IEpeXo/ia B YHUPHIIMPOBAHHBIX TPO-
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1IecCOpax K CKISPHBIM BBIYHUCICHHUSIM, IOPYUYHB PabOTy MO MpeoOpa3oBaHUIO BEKTOPHBIX OIle-
pamuii B ckaisipHble camoMy GPU, uto u 6bu10 cnenaHo xommanued Nvidia B rpaduueckom
npoueccope GeForce 8800. DtoT nporeccop copepkuT 128 MOTOKOBBIX YHU(PUIIMPOBAHHBIX
IPOLIECCOPOB, KaXK/AbIH U3 KOTOPBIX padoTaeT ¢ yactoroit 1,35 I'T.

CornacHo apxurektype GeForce 8800 BxomHbie maHHBIE (input stream) mporecCOpoM
o0palatbIBatoTCs, a €ro BhIXoA (output stream) MOET HAa BXOJ JAPYroro mporeccopa s Mo-
cremyromiei 00padoTku. [lukimaeckasi moTokoBasi 00padOTKa MO3BOJISET, €CIH HEOOXO0aUMO,
MPOU3BECTH MOBTOPHYIO 00pa0OTKY JaHHBIX, YTO BCTPEYACTCS IOBOJIBHO YAaCTO B TPAPUIECKIX
HIOCTPOEHUSIX, 0€3 MOBTOPHOIO BBOJIA MCXOJIHBIX JAAHHBIX JIMOO JUI UX MOCIEIYIOUIMX Ipe-
o0Opa3oBaHHi.

Hns 3D Bungeoyckopureneil HECKOJBKO JIET Ha3ajl MOSBUIUCH MEPBbIE TEXHOJIOTUH HeE-
rpaduyeckux pacueToB. COBpeMEHHBIE BUACOUMITBI COJIEP)KAT COTHU MAaTEMaTUYECKHUX UCIION-
HUTEJBHBIX OJIOKOB, M 3Ta MOIIb MOXET HCIOb30BAThCS I 3HAUUTENIBHOTO YCKOPEHHUsI MHO-
KECTBA BBIUMCIIMTENILHO NHTEHCUBHBIX Npuiioxenuid. Homemnne nokonenust GPU obnanator
JOCTATOYHO TUOKOM apXUTEKTYpOil, YTO BMECTE C BEICOKOYPOBHEBBIMH SI3bIKAMH ITPOT PAMMHU-
POBaHUS JeJIaeT UX 3HAYUTEIBHO 00JIee TOCTYITHBIMU IS CIIOYKHBIX BHIYMCIICHHH.

Hcnonb3oBaHue CynepKOMIBbIOTEPOB JUIsl NTApAJIEIbHBIX BBIYHUCIEHUA CTAHOBUTCS BCE
Oonee 1OporuM yJoBoJIbCTBUEM. Kpome TOro, cynepKoMITbIOTEPBI TPEOYIOT MOCTOSHHOM MO-
JIepHU3ALNY JUT MOJJICP>KKU 3P(PEKTUBHOCTH BBIUMCIEHUI. B CBA3M ¢ 3TUM NMPOUCXOIUT MO-
CTCTICHHBIA TEPEBOJ] HAyYHBIX BhIUMCICHUN Ha apyrue rmiardopmel. [lpumenenne GPU
HPOLIECCOPOB TO3BOJIAET MOBBICUTH 3(PPEKTUBHOCTh BBIYUCICHUH, UCTIONB3YS CIIELMAIN3UPO-
BaHHbIE OMOIMOTEKU. BHUaeoKapThl JOCTATOUHO JAEIIEBBI, JIETKO 3aMEHSEMbI U 10 ONpe/iesieH-
HBIX MPENIENIOB UX KOJMYECTBO MOXKHO HapalyBaTh 6e3 0co0bIX TpyaHocTel. Tak, Hanpumep,
crienann3upoBaHHbli rpaduyeckuii mpoueccop — TESLA C2070 (Nvidia) umeer oqun GPU
IpoIecCop, COCTOSAIMNA U3 448 BBHIYUCIUTENBHBIX SAEp, pabOTAIOMUX MapalieNbHO C
NMKOBOM npou3BoauTeNnbHOCTBIO 515 Gflops, BBIMONHAA onepanuu ¢ IIaBaloe TOUKOM
nBoiiHoi TouHoctH wiau 1,03 Tflops ¢ ogmHapHO# TOYHOCTHIO, cHaOkeH 6GB BwIcOKO-
ckopoctHoit Buaeonamata GDDRS, paboTtaromieit Ha yactote 1,5 GHz, nipu nene 39998$.

Ceronns Hanbosiee 4acTo UCMOJb3YIOTCS YEThIpe IUIAT(GOPMBI, PEaIbHO BOILUIOTHUBIINE
koHnenmuro GPGPU.

AMD FireStream — Texnonorus GPGPU, mo3Bosnsromnas mporpaMMucTaM peaan3o-
BBIBATh AJIFOPUTMBI, BBINIOJIHAEMbIE Ha TpaduuecKux mporeccopax yckopurenein ATI.

CUDA — rexnonoruss GPGPU, no3sossromas peajin3oBbIBaTh Ha SI3bIKE IPOrpaMMHu-
poBanust C alnropuT™sl, BEIIOJHAEMbIE Ha Tpaduueckux mporeccopax yckopureneit GeForce
BockMoro nokoseHus u crapiie (GeForce 8 Series, GeForce 9 Series, GeForce 200, 300, 400
Series), Nvidia Quarod u Nvidia Tesla komnanun Nvidia. Texaomorus CUDA pa3paborana
kommanuer Nvidia. CUDA ToolKit 3.0 (Nvidia) momnepxusaer OpenCL.

DirectCompute — Habop uHTEp(dhelcoB mporpaMmMupoBanus npuitoxkeHuit (API) xom-
nanuu Microsoft sBisieTcst yactpro nocieaaux Bepcuit DirectX. OH mpemHa3Ha4yeH Ui BbI-
HIOJIHEHUS BBIYUCIICHUH OOILEro Ha3HA4YeHHsl Ha rpauyeckux npoueccopax. besycinoBHo, oH
MOYKET UCIIONIb30BaThCS M B UTPOBOH npakTuke. [lomnepkusaercs kommanusimu AMD u Nvidia.

OpenCL sBnsieTcs A3bIKOM NPOrPaMMHUPOBAHUS 3ajiay, CBSI3aHHBIX C MapajlieIbHBIMU
BBIYHCIICHUSMH Ha Pa3IMuHbIX IpadMUecKuX M LEHTPaAIbHBIX MpoLeccopax. SI3bIk mporpam-
mupoBaHus Oasupyercs Ha ctangapre C99. OpenCL Britouyaer Taxke MHTEpdeiic mpo-
IpaMMHPOBAHUS MPUIIOKEHUN U 00eCTIeunBaeT Mapauieu3M Ha YpOBHE HHCTPYKLUN U Ha
YPOBHE JaHHBIX.

DirectCompute — nHTEepdeiic mporpaMmmupoBanus npriokeHuid (API), KoTopblii BXOIuT
B coctaB DirectX — Habopa API ot Microsoft, koTopslii penHa3HaueH sl paboOThl Ha
IBM PC-coBMeCTUMBIX KOMIIbIOTEPAX O] yIIPABICHUEM ONEPAIMOHHBIX CUCTEM CEMEUCT-
Ba Microsoft Windows.
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DirectCompute, nosiBuBIuch B cocrase DirectX 11, mo cymecTBy cran nepBoi Tex-
HoJloruel B coctaBe DirectX, mpenocTaBuBLIeH AOCTYH K BBIYUCICHHMSIM OOIIEro Ha-
3Ha4YeHHUs Ha rpaduyecKux mpoueccopax.

Hecmotps Ha opueHTanmio Ha HerpadyecKre BhIYMCIeHHs o01Iero Ha3HaueHus, Direct-
Compute MOKET UCIIOIb30BAThCA M B UTPOBOM rpaduike, HApUMep, IPH PEHICPUHTE TEHEH,
PEHIEpUHTe TMOMYNPO3PaYHbIX TMOBEPXHOCTEH Oe3 MpeaBapuUTElIbHONW COPTHPOBKH, a TaKXKe
npu 00paboTKe U PUIBTPAIMY TUPPOBBIX N300PAKEHHUH, IPOCYETE AITOPUTMOB UTPOBOTO HIC-
KyCCTBEHHOT'O MHTEIJIEKTA U JJIs IPYTUX 3a]ad.

Crnenyer OTMETHTB, YTO MHOXKECTBO IIPWJIOKEHUH IO MOJIEKYJISIPHOMY MOJCITUPOBAHUIO
XOPOIIO MPHUCIIOCOOJIEHO AJIS pacYe€TOB Ha BUICOUHUIIAX.

Ha ceropusammuii nens GPU nipenararor BBICOKYIO MPOU3BOAUTENILHOCTD. Tak, Hanpu-
mep, GPU (Evergreen) MO3HIMOHAPYIOT IPOM3BOIMTEBHOCTH 10 10 or/c. [TostoMmy pasymHoe
ucnonb3oBanue Tanaema (CPU, GPU) no3BoauT cyIiecTBEHHO YCKOPUTh 00paboTKy 00Iib-
IIMX MaCCHUBOB JJAHHBIX.

Ocunouble paznuuusg Mexay GPU u CPU cocTodT B apXUTEKTYPHBIX pelieHusx (1o-
TOKOBasi U Tororpaduyeckas) 1 OpraHu3aluy MaMaTH (Mepapxudeckas 1 MOJIeIb C MaKCHU-
MaJIbHON IPOIYCKHON CIIOCOOHOCTBIO).

OpmHako MIMPOKO UCIIONB3yeMbIe cerous moaenu nporpammupoBanus GPU (CUDA
u OpenCL) sBIISAIOTCS HU3KOYPOBHEBBIMH, UTO TPEOYET OT MPOrpaMMHCTa 3HAUUTEIbHBIX
YCHUJIMI 1O MPOEKTUPOBAHUIO MPAKTUYECKH MOJIHOTO ClieHapus 0OpabOTKU JAHHBIX, B TOM
yucie B TpaHc(hopMaly 0ObIYHBIX IPOTPaMM U YIIPABICHHS PECypCaMH.

Tunuynas nporpamma BeruncieHnid Ha CUDA BBINOJHAET CAeAYIOIINE NeUCTBUS:

— KONMpyeT HeoOXoAuMble JaHHble U3 onepaTtuBHOW mamsatd CPU B onepaTHBHYIO
mamsats GPU;,

— 33/1a€T Pa3MEpPHOCTH OJIOKOB BBIYMCIICHUH, UX KOJMYECTBO M WHULUAIUZUPYET MPO-
necc BerauciacHuit Ha GUDA;

— Ka)KIbli BHOBb IOSIBUBILIUIICS MOTOK KOMHUPYET 4acThb HEOOXOAMMBIX ISl BBIMOJ-
HEeHUs 0JI0Ka TaHHBIX B OBICTPYIO pa3AeisieMylo aMsTh;

— BBINOJIHSET BEIYHUCIICHUS;

— KOMUPYET pe3yJIbTaThl BBIOJIHEHUS B OCHOBHYIO nmamsaTh GPU;

— KormpyeT pe3yibrarhl u3 naMsati GPU B OCHOBHYIO OMEPATUBHYIO MAMSTH KOMITBIOTEPA.

TexHomorusg 00X BEIYUCICHUN

B Boruncnutensaoit mogenu CUDA rpaguueckuii mponeccop GPU moxxHO paccmarpu-
BaTh Kak comnpoireccop k CPU ¢ coOCTBEeHHOH MaMAThIO, HA KOTOPBINA MEPEIatoTCsl BBIYUCICHUS
JUTSL TIapaJiyIeNTbHOM 00pabOTKHM OOJBIIIOrO YKCIIa MOTOKOB. [Ipy 5TOM HakIaHbIE pacXoabl Ha
ylpaBiieHue napanienabHoid o0padotkoit Ha GPU MHHUMaNbHBI IO CPABHEHUIO C aHAJIOTWY-
Holt akiuet Ha CPU. fIcHo, uto yeMm OoJblie MOTOKOB OynieT oOpabaTeiBaThCsl Ha rpaduye-
CKHX TIpolieccopax, TeM 3 deKTrBHEe OHU Oy YT UCIOIb30BaThCS.

O6pabotka Ha GPU + CPU ocymecTBisieTcs o cieayromieit cxeme (puc. 2).

ITpu srom CUDA mnpenoctaBisieT pa3paboTyuky 3(PQPEeKTHUBHBIX MPOTPAMMHUCTCKHX
MPOEKTOB PsAJl PYHKITHI, KOTOPBIE MOTYT UCHIONHATHCS TObko Ha CPU, Tak Ha3pIBaeMbIit
CUDA host API.

Cucrema CUDA o6nasiaer BO3MOXKHOCTBEO aBTOMATHYECKOTO pa3OreHust 00pabaThiBaeMon
YacTH Ha MOTOKHU U yrpaBieHne uMu. [Ipu 3ToM Bce MOTOKM OPraHM30BBIBAIOTCS B HEPAPXHUIO:
BCE MHOKECTBO MOTOKOB (grid), 6710KH 1 OTIEIbHBIE TIOTOKH. SICHO, YTO B3aUMOJICHCTBHIE MEKITY
MOTOKaMH JIydIlle He JOIyCKaTh, YTOOBI CTOMMOCTh 00paboTKH OblTa MuHMMaIbHOW. Ho ecnu
TaKoe B3aumoJieicTBre Heooxoumo, To B CUDA u1s 3TOro €CThb /1Ba MEXaHU3Ma: pasjessemMast
(shared) mamsiT; GapbepHasi CHHXPOHU3AIIHS.
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Tak kak 0OpaboTka MOTOKOB HAET 1Mo TexHojoruu SIMD, To (hakTHUecKku BBIOTHSIETCS
OJIHA MHCTPYKIMS, HO HaJl pa3iMYHbIMH JaHHBIMH. [Ipu 3TOM McXomaHas mporpamMma paspa-
OatbIBaeTcs Ha «ype3aHHOM» C (HeT omepaiyii BBOJa/BBIBO/IA, P (PYHKIMI HE MOAACPKU-
BAIOTCS U T. J.), @ COOTBETCTBYIOIIME (ailyibl UMEIOT paciiMpeHue .cu. Eciu HeKoTopble
¢yHKIMH MOTYT BRIIONHATHCS Kak Ha CPU, tak u Ha GPU, TO cooTBeTCTBY!IOIINE crienuduka-
TOPBI host U device MOTYT HCTIONB30BaTHCSI BMECTE.

Kommuisitop aBToMaTHYeCKH CreHepUPYET KOJT JITIsl 00SHX IIaThopM.

HcxomHas mporpaMMa Ha MOJAMHOMKECTBE
s3p1ka C co cIierpacimpeHneM

N AN

IMapainensHas 4acThb Rest-program

A 4 A 4

GPU CPU

AN /

Nurerpanus pe3yiasraTta

Pucynok 2 — Ctpykrypa 00paboTku
nporpaMMm Ha Tanneme GPU + CPU

Jns xaxxaoro moroka OyAyT M3BECTHBI: MHJECKC MOTOKA BHYTpH Oioka (threadldx, mo
YMOJTYAHHIO OHU TPETIONIaraloTCcsi TPEXMEPHBIMH) M MHZEKC Osioka BHYTpH cetelt (blockldx).

b0k MOTOKOB BBINOJHSETCS HA MYJBTHUIPOLIECCOPE MyJaMM, KaKAbIH M3 KOTOPBIX
BKITIOYAET, KaK MpaBuio, 32 motoka. [Ipu 3TOM BHYTpH ITyJia OJHOBPEMEHHO MOXET BbI-
HOJHSATHCS TOJIBKO OfHA MHCTpyKuus. [Tynm pa3OuBaeTcst Ha 4acTH, KpaTHBIE KOJIUYECTBY
IPOILIECCOPOB B MYJIBTHUIIPOLIECCOPE U BBIMOJHAIOTCS MocienoBaTeabHo. OOMEH JaHHBIMU
MEX[y 3aJjauaMy BHYTpH OJ0Ka OCYIIECTBIIAETCS Yepe3 OOIIyI0 pa3esieMyto NaMsITh.

be3ycnoBHO, BO3MOXHBI pa3iIM4HbIE 3BPUCTUKH MO B3aMMOJEHCTBHIO IPOLIECCOB, HO OHU
YUUTBIBAIOT OCOOEHHOCTH PeajbHOM anmapaTypbl U COOCTBEHHbIE CUCTEMHBIE HApAOOTKHU.
B kadecTBe nocneaHIX MOYKHO MCIONIBb30BaTh, HANpUMep, cpey peammsanuy Common Language
Runtime (CLR) mmargopmbr .NET. D10 mo3BossieT cenarh pealn3aliuio Ipeodpa3oBaHus a-
ropuTMoB perenust 3a1a4 Ha GPU HezaBHCHMO OT 11aT()OpMBI U S3bIKA IPOrPAMMHUPOBAHHSL.

YroObl BHIMOIHUTH MapauienabHbie pparmenTsl Ha GPU Heobxoaumo:

— 3arpy3HUTh MOJIYJb C HEOOXOIUMBIMU (PYHKIUSMH IS BUICOKAPTHI,

— BBLIEINTH HEOOXOOUMBIN 00beM mamaTu Ha GPU;

— CKOIIMPOBATh JaHHbIE U3 ONEPATUBHOM MaMATH B IaMsITh BUACOKAPTHI;

— POUHUIIMUPOBATH (DYHKIIMH U3 3arpy’KEHHOTO MOJIYJIsl, yKa3aB CTENEHb paciapaiei-
BaHUS;

— 00paboTaTh JaHHBIE;

— ckonupoBaTh pe3ynbTarsl U3 namsatd GPU B mamsare CPU.

Ouenka 3pHEKTUBHOCTH 00paOOTKHU JAaHHBIX

W3 BeimenepeurcneHHbIx akimit st padotel Ha GPU onieHnM Bpemsi 00paboOTKH 1aH-
HBIX, KaK KJII0YE€BOr0 MOMEHTA 3()()EKTUBHOCTH, U BCEX BCIIOMOTaTENbHbIX aKIIUil.

B ciyudae cnoskeHust BEKTOPOB yCKOpeHHE 00pabOTKH B 3aBUCHUMOCTH OT MX Pa3MEPHOCTU
(ot 8 10 256 snementoB) Ha GPU no cpaBaenuto ¢ CPU noka3zano Ha puc. 3.
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Pucynok 3 — Yckopenue 06paboTku

OxkcnepumenTs! npooaunck Ha CPU Intel Core 2 Duo ¢ TakroBoii yactoroii 1.8 GHz
u GDU Nvidia GEFORCE 9600 GT ¢ xonuuecTBOM MOTOKOBBIX MPOLECCOpoB 64 1 00beMOM
paznensiemoit mamsaTu 16384 Gaiir.

Yro KacaeTcs OCTAJIbHBIX JTAlOB BBHIIOJHEHUS, TO HECPAaBHEHHO OoJIbIliee BpeMs 3a-
HMMaeT KOITMPOBAHKE JTAHHBIX 13 oneparuBHol namatu CPU B maMsTh BUACOKAPTHI U 0OpaTHO,
a TaK)Ke BbIJEJICHUE TaMsTH JUIsl pEIIeHUs TOCTABJIEHHOM 3a1a4u.

Bropoii sxcriepiuMeHT ObUT IPOBEEH Ha MMPUMEPE YMHOKEHHS TPEX M JIBYX MATPHI] C TIO-
cenytormM ux cinoxkeareM (ABC + DE). CooTBeTcTByIOIIIeE YCKOPEHUE BBIYUCIICHUS TAHHON
3a/1auk IS Pa3IuHbIX 00BEMOB UCXOHBIX JaHHBIX MPEICTaBIECHO B TalJ. 1. A ynenbHbIi Bec
Ka)XJIOTO 3Tara 00pabOTKK NPH PEIICHUH BBIIICU3IOKEHHOH 3a1auM TIPUBEICHO B Ta0I. 2.

Tabmuma 1 — Ob6mee Bpemsi BRIIOTHEHUS TIPOTPAMMBI

Dimension of input data GPU (ns) CPU (ns) Speed-up (times)

128x128 538309478 19226187 0,035715862

256%256 494709803 129318391 0,261402524

512x512 484937052 1015339380 2,093755006

1024x1024 567429660 43473669698 76,61508159

Tabmuia 2 — Bpemst BBINOTHEHUS KaXKI0T0 dTara MporpaMMsl

Memory allocation 546718 1,62%
Copy data from host to device 10042897 29,76%
Execution 155327 0,46%
Copy data from device to host 22239977 65,89%
Clean up 766299 2,27%

W3 tabn. 1 u 2 BUIHO, 4TO OOJBLIYIO YaCTh BPEMEHU 3aHMMAET Oepalys KONMUpOoBaHUs
nauHbix u3 namatu CPU k Bumeokapte u oOpaTHas 3aluch pe3ysibrata. Bpemst Hemocpen-
CTBEHHOM 00pabOTKM 3aHUMAECT JOJIH TIPOIICHTA.

Tpetuit sKcriepuMEHT MPOBOIMIICS 1O 00PaOOTKE TEKCTa MyTeM LUKJIMYECKOrO CIIBUTa
Ha 33JJaHHOE KOJIMYECTBO OUT MpH OOJBIIOM pazMepe UCXOAHOro MaccuBa. OH MOKa3bIBAET,
4t0 85 — 87% BCcero BpeMeHU TpaTUTCS Ha KOMMMPOBAHKE B MAMSITh MPOIIECCOPOB.
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TpeboBanus k 3aga4am
17151 3pdexTuBHOrO BhINoIHeHUs: Ha GPU

AHanM3 TeXHOJIOTUH 00pabOTKH 3aj1ad Ha BHJICOKApTaX, apXUTEKTYpHBIX pertenuit CPU
u GPU, a Takxe NpoBeJeHUE psijia SKCIIEPUMEHTOB HA TAKOM TaHJIEME MO3BOJISIET YTBEP)KAATh,
YTO B MEPBYIO Ouepesb ciaeayeT Nnpeaiararh 3a/auu, KOTOpbIe XOPOILO pacrapaslieIuBatoTCs
Ha COTHU MOTOKOB. Oco00 3HAYMMOE YCKOPEHHE MOXKHO MOTYy4UTh, €CIIU OJHU U T€ K€ UHCT-
PYKLUH IPUMEHSIOTCS. K OTPOMHBIM MacCHBaM JJAHHBIX.

Crnenyrouum TpeOGOBaHHEM MOXHO Ha3BaTh OTCYTCTBHE B3aUMOJICHCTBUIN MEXTy 00-
pabaTbIBaeMbIMU TOTOKAMHU WIJIH «CJ1a00€» B3aUMOICHCTBHE.

Cpenu ocTalIbHBIX CBOMCTB 3a/1a4 (Tiporpamm) it 06pabotku Ha GPU M0kHO Ha3Bath:

— MUHUMAJIBHOE KOJIMYECTBO CIIOXKHBIX JUIsl 00pabOTKU OIepalfii: IeJieHue, BO3BEICHHIE
B OTPHULIATENIbHYIO CTETIEHD U T.1.;

— OTCYTCTBHE B aJITOPUTMaX MHOXXECTBEHHOI'O BETBJICHMUS;

— HeOOIBIIONH 00BEM JTAaHHBIX, TEPEIaBAEMBIX K BHICOKAPTE W OT HEE B ONEPATHBHYIO
namsate CPU.

bezycnoBno, nHoraa ykazaHuble TpeOOBaHHS MOXHO YaCTHYHO OOOMTH 3a CUET TILIATENb-
HOT'0 aHaJIM3a AITOPUTMA PELICHUS 33/1a4 U CO3/IaHUs! TOMOIHUTENILHBIX CPEACTB, CHUYKAIOIINX
BJIMSIHUE YKA3aHHBIX U JPyTUX TpeOOBaHUI Ha BpeMsl MOJHOTO IIUKIIA perreHus 3aaa4d. Ho Bce
9TO HAJO JIeNIaTh HEOObIUAITHO KOPPEKTHO.

3aKII0YeHUE

Teopernueckre vccne0BaHNs U Pa3IMnuHbIE IPAKTUUECKUE SKCIIEPUMEHTBI ITOKA3BIBAIOT,
YTO IPH TIIATEIHFHON MOATOTOBKE AJITOPUTMOB M TO00pE COOTBETCTBYIOIIUX 3a7a4 ¢ OOJIb-
IMMU apajijiebHO 00pabaTbiBaeMbIMH (hparMeHTaMu BpeMsl BEIYMCICHUI COKPAIIAeTCsl B
JIECSITKU U COTHHU pa3. be3ycioBHO, ciaenyeT moTpaTuTh BpeEMsl Ha U3yUEHUE TEXHOJIOTHUH,
noctaHoBkH 33124 Ha GPU, HO moTpaueHHOE BpeMs JaeT 3aTeM 3HAYUTEIbHBIN () (EeKT.

OCOoOEeHHO 3HaYMMBbIE PE3YyJIbTAThl MOKHO HAOIIOAATh IPHU MCIIOJIB30BaHUM TaHJEMa
(CPU, GPU) npu 10cTOHHOM TUTAaHUPOBAHUH PECYPCOB.
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M.K. Bysa

IMapanenbHi 06uncienHs Ha rpadgivHuX Mpouecopax

PosrisimaeTees o1WH i3 MiIXOAIB CKOPOUCHHS Yacy OOUFICIIeHb J0OpEe pO3MapalieFOBATBHIX AITOPHTMIB, 3CHOBAHHIA
Ha CYMICHMM BHKOPHCTAaHHI KJIaCHYHHX Ta Tpadidanx mporecopiB. HaBomutbes aHami3 e(eKTHBHOCTI TaKol
opraHizanii 0O4HCIIeHb Ta 3 SICOBYIOTBCS «BY3bKi» Miclsl. Ha KOHKpEeTHMX NMpHKIagax MOKa3ylOThCS MOMIIMBOCTI
MOJIOHOrO TaHAeMa Ta (POPMYITIOFOTHCS BUMOTH JIO AJITOPUTMIB 1A iX e)eKTHOr0 BUKOPHUCTAHHSL.

Cmamws nocmynuna 6 peoaxyuro 04.07.2011.
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